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1. Background

In the early 1970s, at roughly the same time as Vint Cerf and I were developing the Internet Architecture based on the TCP/IP protocols, I started a parallel program at DARPA to demonstrate that real-time speech could be sent over ARPANET, which was the pioneering packet switched network. The links in the ARPANET were 50 Kilobits per second, so it was essential that speech be digitized into a small fraction of that capacity. Pulse Code Modulation (PCM) at either 56 or 64 Kbps was well known to produce acceptable communication of voice, but further compression was required. Experiments were conducted with compression schemes operating in the 2.4 Kbps – 32 Kbps range and known by their acronyms - such as CVSD, APC, LPC, and so forth.

Beginning in 1973, experiments were conducted between various sites participating in the DARPA supported packet speech program. MIT Lincoln Laboratory and USC/ISI were principal participants in those experiments. The speech compression schemes, which were all somewhat different, took samples of speech lasting about 20ms. and coded them into what were called “parcels” for communication. These parcels were sent as packets within the network. A decade or more later, these parcels could be likened to individual cells in an ATM network, although the ATM cell structure and transport mechanisms are somewhat different.

At the destination, the parcels, which may have arrived out of order (they could also have been duplicated or even lost in transit), were put back together into a continuous stream and delivered to the receiver. Missing packets produced very slight (transient) glitches in communication, but did little to impede understanding of the overall communication. Duplicates were discarded and sufficient buffering was provided at the destination so that the playback at the receiver would be delayed long enough to allow the vast preponderance of the parcels to be received in time for playback.

These packet speech experiments were highly successful and demonstrated the possibility of using packet communication techniques for real-time continuous communication of speech. Similar experiments using “packet video” were conducted shortly thereafter with similar results, although the higher data rates required for reasonable quality video communication were significantly higher than for speech. Nevertheless, with small image sizes and reduced quality resolution, packet video was possible even with such slow speed lines as existed on the ARPANET at that time.

Of course, the number of conversations or video transmissions that could be supported on the net at one time was limited to a handful, if that. But with higher transmission speeds that we knew were likely to be available in the future, it was understood that these techniques would become practical. Further, by taking advantage of the power of packet switched networks by sharing the communication lines efficiently, and by not having to send information when there was none to send, it offered the possibility of highly cost effective communications as well.

The protocols used were developed specifically to handle streaming of speech or video; the “calls” were set up manually by the experimenters. There was no capability for anything like normal packet speech or packet video service for the entire research community or even a small subset of it at the time.

2. Addressing and Numbering

The early experiments used ARPANET addresses in setting up the equipment. Even though semantic names were introduced early on to map into the 16-bit ARPANET addresses, they were not used in the experiments. The use of telephone numbers was considered, and certain experiments were actually conducted where the output voice stream was relayed to the receiver over a dial-up telephone line. For the most part, however, the normal telephone system (or its numbering plan) played no significant role in the experimentation at the time.

With the widespread growth of the Internet in the 1990s much commercial experimentation with voice over the Internet took place; and some organizations offered commercial approaches. Only recently, however, has the momentum to widespread usage of packet networks reached a critical mass. IP devices supporting telephony are now available, which should drive the market, and cellular users have significant potential to feed voice traffic into both public and private purpose networks. It would appear that voice over IP will grow in significant amounts in the next few years.

It was therefore clear that use of telephone numbers would continue to be useful in the new IP communication network environments and arrangements were made to allow certain mappings of telephone numbers directly into the new Ipv6 address space or to use a domain name representation of a telephone number (actually, the receiving device) in the e164.arpa domain. This convention allows for convenient mapping between the Domain Name System (DNS) and conventional telephone numbers. The general terminology for this approach is known as ENUM.

3. Number Portability

Achieving portability for regular telephone numbers was a significant accomplishment in the 1990s; and recent developments have now extended that capability to wireless users as well. Yet the mechanisms needed to achieve portability are perhaps still early in their development and may become increasingly unwieldy to operate in practice, particularly as multiple countries are involved. Technological changes will dictate that new and potentially complex mechanisms may be required in the future to provide new services or to simplify usage.

Information about users and their communication environment are network resources that may need to be regularly updated (e.g., to deal with portability). Increasingly, users are looking to communicate with resources of all kinds on the Internet. For example, the International DOI Foundation (IDF) identifies data structures known as books and e-journals using a branded version of “handles” which they call Digital Object Identifiers or DOIs. The resolution of handles is performed by the Handle System, which was developed by CNRI with DARPA support, and which has been made widely available for use on the Internet.

While it would be unlikely that publishers would want to give telephone numbers to their books or journals, it is likely that users on the Internet may want to access new services such as communicating with a book or e-journal directly at some time in the future. How would this work in practice? If both telephone numbers and other network resources had a common representation and resolution mechanism, this type of interoperability might have a good chance of succeeding. Indeed, interoperability of metadata associated with the network resources is also likely to be essential going forward. To take another example, if one RFID signal maps into a metadata registry developed by company A for its products, and another RFID signal maps into another metadata registry developed by company B for its products, the equivalent of the Handle System would have to be reinvented to rapidly sort between such systems on the fly.

Among its many attributes, the Handle System www.handle.net allows mapping of identifiers from one identifier system to information about the resources identified by that system. A telephone number could be mapped dynamically to state information about that resource in a fraction of a second. It would be a viable alternate to the DNS to deal with portability issues. Further, if general purpose identifiers are made available for user information, rather than only for the user’s devices, the handle mapping could produce state information appropriate at a given time along with specific device information that can easily be changed by the user to reflect his or her given situation.

Management of the user’s identifier space could be the purview of a carrier of the user’s choice, or the management could be shared between the carriers by agreement. Certain of the management decisions, including specific numbers, data types, and associated constraints could be appropriate for international agreement, oversight and/or structuring, as might be certain aspects of financial settlements.

4. Conclusion

As the rollout of voice over IP and other new Internet services begins to accelerate, ample study of the role of advanced resolution services such as provided by the Handle System would be appropriate. This approach would apply to the use of video over IP and, indeed, to the communication of any kind of data over an IP network.


